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Positive-Unlabeled Constraint Learning for Inferring
Nonlinear Continuous Constraints Functions From
Expert Demonstrations

Baiyu Peng

Abstract—Planning for diverse real-world robotic tasks necessi-
tates to know and write all constraints. However, instances exist
where these constraints are either unknown or challenging to
specify accurately. A possible solution is to infer the unknown
constraints from expert demonstration. This letter presents a novel
two-step Positive-Unlabeled Constraint Learning (PUCL) algo-
rithm to infer a continuous constraint function from demonstra-
tions, without requiring prior knowledge of the true constraint pa-
rameterization or environmental model as existing works. We treat
all data in demonstrations as positive (feasible) data, and learn a
control policy to generate potentially infeasible trajectories, which
serve as unlabeled data. The proposed two-step learning frame-
work first identifies reliable infeasible data using a distance metric,
and secondly learns a binary feasibility classifier (i.e., constraint
function) from the feasible demonstrations and reliable infeasible
data. The proposed method is flexible to learn complex-shaped con-
straint boundary and will not mistakenly classify demonstrations
as infeasible as previous methods. The effectiveness of the pro-
posed method is verified in four constrained environments, using
a networked policy or a dynamical system policy. It successfully
infers the continuous nonlinear constraints and outperforms other
baseline methods in terms of constraint accuracy and policy safety.

Index Terms—Learning from demonstration, reinforcement
learning, transfer learning.

1. INTRODUCTION

LANNING for many robotics and automation tasks re-
Pquires explicit knowledge of constraints, which define
which states or trajectories are allowed or must be avoided [1],
[2]. Sometimes these constraints are initially unknown or hard
to specify mathematically, especially when they are nonlinear,
possess unknown shape of boundary or are inherent to user’s
preference and experience. For example, human users may
determine an implicit minimum distance of the robot to obstacles
based on the material of the obstacle (glass or metal), the shape
and density of obstacles and their own personal preference. The
robot should be able to infer such a constraint to achieve the
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Fig. 1. Learning an obstacle-avoidance constraint from demonstrations with
proposed method. The task requires the robot to reach a target state while
avoiding going close to or over the cups. These unknown constraints can be
translated into an infeasible region that must be inferred from demonstrations.
The top row illustrates one obstacle configuration, while the bottom row shows
another. In each row, the left image displays the expert demonstrations (in green),
the middle image shows the learned constraint region (inred), and the right image
illustrates the learned policy, which is trained from the learned constraint and
tested on a set of shifted goal states and starting points.

task goal and meet human’s requirements. This means an ex-
plicit constraint should be inferred somehow, e.g., from existing
human demonstration sets.

Constraint inference from demonstrations has drawn more
and more attention since 2018 [3]. Various methods have been
developed to learn various types of constraints. In this work,
we focus on the constraints of not visiting some undesired
states(-actions) throughout the trajectory (discussed in detail in
Section II-A). These constraints define what the user does not
want to happen and are ubiquitous in practice, e.g., not crash-
ing into an unknown obstacle or not surpassing an unknown
maximum velocity.

Existing constraint learning methods can be roughly divided
into inverse reinforcement learning (IRL)-based methods and
mixed-integer-programming (MIP)-based methods.

IRL-based methods draw inspiration from the concepts and
approaches of IRL and adapt them to learn the constraint func-
tion. [4] first formulate the constraint learning problem in the
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maximum likelihood inference framework. They introduce a
Boltzmann policy model, where the likelihood of any feasible
trajectory is assumed to be proportional to the exponential return
of the trajectory, while the likelihood of any infeasible trajectory
is 0. Then a greedy algorithm is proposed to add the smallest
number of infeasible states that maximize the likelihood of the
demonstrations. This framework has the advantage of being able
to work with sub-optimal demonstrations. Further, [5] and [6]
extend the maximum likelihood framework from a deterministic
setting into a stochastic setting, with soft or probabilistic con-
straints. [7] proposes to learn a neural network policy via deep
RL and identify discrete infeasible states with the policy net-
work. All aforementioned methods only extract constraint froma
pre-defined finite constraint set. To learn an arbitrary continuous
constraint function, [8] proposes Maximum Entropy Constraint
Learning (MECL) algorithm. It not only approximates the policy
with a network but also learns a constraint network, which
is optimized by making a gradient ascent on the maximum
likelihood objective function. More recently, [9] proposes a
variational approach to infer the distribution of constraint and
capture the epistemic uncertainty. However, despite that [8], [9]
can learn a continuous constraint function, they have following
shortcomings: theoretically, their loss function optimizes over
all the states visited by the policy to be infeasible, and states
visited by the demonstrations to be feasible. If demonstrations
and policy overlap, this loss will lead to conflicts during the
update step, slowing the training time and prone to classifying
safe demonstrated states as infeasible. In addition to that, in
practice [8], [9], [10] are used to recover linear constraints, and
on a unidimensional state, e.g. learn a constraint of the type
x > —3, and, as we show later in the letter, perform relatively
poorly when learning nonlinear constraints.

In parallel, another line of research based on MIP has been
developed. [3] first studies how to infer infeasible states from
a demonstration set in a grid world. They assume that all
possible trajectories that could earn higher rewards than the
demonstration must be constrained in some way, or the expert
could have passed those trajectories. In practice, they use hit-
and-run sampling to obtain such higher-reward trajectories and
solve an integer program to recover the constrained states in a
grid world. This MIP method is soon extended to continuous
state space and parameterized continuous constraint functions,
where the constraint is represented as unions and intersections
of axis-aligned boxes [11]. Later, the same authors propose to
leverage the closed-form environmental model and the KKT
optimality condition to infer the parameters of a known con-
straint parameterization [11], or a Gaussian Process constraint
model [12]. However, these MIP-based methods either require
the full knowledge of a differentiable model of the environment
and agent [11], [12], which is not always available in practice,
or can only learn constrained region expressed with unions and
intersections of box [13].

In summary, despite these impressive advances, it still re-
mains to be shown how to learn continuous nonlinear constraint
functions, without full knowledge of true constraint parame-
terization and environmental model. To overcome the afore-
mentioned challenge, we propose a two-step Positive-Unlabeled
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Constraint Learning (PUCL) method, inspired by a machine
learning subarea Positive-Unlabeled (PU) learning [14]. Within
our framework, we treat all data in demonstrations as positive
(feasible) dataset, and learn a policy to generate many potentially
unsafe trajectories which serve as unlabeled data with unknown
feasibility. Then a two-step PU learning technique is applied,
where we first identify reliable infeasible data and secondly
learn a binary feasibility classifier (i.e., constraint function)
from the positive data and reliable infeasible data. The proposed
method is flexible to learn complex-shaped constraint boundary
without the need to know the true constraint parameterization.
It also avoids the drawback of some IRL-based methods that
mistakenly optimize and classify demonstrations as infeasible,
thus improving the performance and accuracy.

II. PRELIMINARIES AND PROBLEM STATEMENTS
A. Preliminaries and Notations

We consider a finite-horizon deterministic Markov decision
process (MDP) [15], where the states and actions are denoted
by s € S and a € A. v denotes the discount factor, and the
real-valued reward is denoted by r(s,a). A trajectory 7 =
{s1,a1,...,s7,ar} contains a sequence of state-action pairs
in one episode. For the trajectory 7, the total discounted reward
(return) is defined as (1) = Y1, v'r(s¢,a;). A policy, the
mapping between states and actions, is denoted by a = 7 (s).

In this study, we focus on learning the Markovian state-
action constraints, i.e., avoiding visiting some forbidden states
(and/or actions) throughout the entire trajectory. Mathemat-
ically, we denote the true constraint set by C* = {(s,a) €
S x A|(s, a) is truly infeasible}. Thus, the true constraint is
written as (s,a) ¢ C*. This definition implicitly assumes that
the studied constraint is (1) time-independent; (2) determinis-
tic: a state-action pair is either truly feasible or infeasible. In
addition to the unknown constraints, some known constraints
could also be present in the task, e.g., goal state constraints
and system dynamic constraints. For simplicity of explanation,
all demonstrations and trajectories are assumed to satisfy the
known constraints (trajectories violating known constraints are
discarded and not used for inferring the unknown constraint).

We will approximate the true constraint set with a constraint
network (y, with 6 as the parameter. To simplify the notation and
allow for more flexibility, we first introduce a generalized state
5 = (s, a) as the input to the network, where (s, a) is a user-
defined feature function that can be customized to incorporate
prior knowledge about the constraint structure. For example, if
the constraint is known to depend solely on the state (or actions),
one could define ¢(s,a) = s (or a). Readers should keep in
mind that, in the following sections, we use the generalized
state § as shorthand for (s, a). Following this notation, the
constraint network is written as (g(3) € [0, 1], which induces a
constraint set Cp = {(s,a)|¢p(5) < d} with d = 0.5 being the
decision threshold.

The demonstration set D, = {ﬂ}f‘i‘i comprises trajectories
demonstrated by a demonstrator. For convenience, we also intro-
ducethesetD = {5|(s,a) € ; € D, } consisting of generalized
states from all the demonstrated trajectories. Similarly, we define
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the unlabeled data set P, = {Ti}i]\ipl and P = {8|(s,a) € 7; €
P}

B. Problem Formulation

As in similar works [3], [8], we require that the reward
function to be known in advance. This assumption is reason-
able in many robotics applications, where the reward might be
shortest path, shortest time to reach the goal. We emphasize
that the unknown constraints are not indicated in the known
reward function, i.e., there is no negative reward for violating
the unknown constraints. The real task is written as a constrained
optimization problem:

Problem 1 (Constrained optimization problem)

max r(T (1a)
{aiNW}?zo ( )
st (si,a;) €C*, V(si,a;) €T (1b)

where r(7) represents the reward function of trajectory 7. We
make the following assumption of the demonstrations optimality
and feasibility:

Assumption 1 (Demonstrations Sub-optimality and Feasibil-
ity): Any demonstration 7; € D is feasible and J§-sub-optimal
solution to the problem 1:

1) (feasible): 7; satisfies (1b) and all known constraints.

2) (6-sub-optimal): (1 — &)r(7*) < r(7;), where 7* is the

feasible optimal solution to the problem 1. 6 € [0,1) is
a coefficient of sub-optimality.

In practice 0 is treated as a hyper-parameter and specified
according to the user’s confidence of demonstration optimality.
We formally define the constraint learning task as:

Definition 1 (Constraint Learning): The task of learning
constraint from demonstration is to recover the unknown true
constraint set C'* in Problem 1 from the demonstration set D,
given the known reward function (7).

III. METHOD

A. Motivation: Constraint Inference as Positive-Unlabeled
Learning

As in many IRL-based and MIP-based works [3], [8], we infer
the underlying constraint by contrasting the (safe) demonstration
with some potentially unsafe trajectories generated by a certain
policy. The training follows an iterative framework to incremen-
tally learn the constraint. In each iteration, we first sample a set
of high-reward trajectories P, by performing the current policy
74 (discussed later in III-D). Similar to [3], we speculate that
the trajectory which wins a higher reward than demonstration
is potentially unsafe and cheats by visiting some forbidden
states. However, it remains unclear which specific state(s) within
the trajectory are unsafe. In other words, trajectory visits both
truly feasible states and truly infeasible states but all states
remain unlabeled. In contrast, it is certain that all states on the
demonstrated trajectories are labeled feasible by Assumption 1.
Our goal is to classify each single state as feasible or infeasible
by learning from a batch of fully labeled feasible states and
another batch of unlabeled mixed states.
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This insight inspires us to formulate constraint inference as a
positive-unlabeled learning problem. PU learning is a machine
learning technique that aims to learn a classifier from a positive
dataset and an unlabeled dataset containing both positive and
negative samples [14]. Within our framework, positive samples
correspond to feasible states. Thus, the data from demonstrations
serve as positive data, while the policy offers unlabeled data
containing some infeasible samples. We can thus utilize PU
learning methods to uncover the infeasible states from the two
datasets.

PU learning methods for binary classification mainly divide
into three categories: two-step methods, biased learning and
weight-based methods [14]. The latter two methods both rely
on an important assumption, Sampled Completely At Random
(SCAR), which requires the demonstrations and policy to have
a similar distribution in the truly feasible region. This SCAR
assumption could be unrealistic and limits its application to
only specific environments. In contrast, the two-step methods
do not require SCAR assumption and only require the two
classes can be strictly separated. Since we limit our discussion
to deterministic constraint, i.e., a state is either truly feasible or
infeasible, this separability assumption naturally holds. There-
fore, this letter will develop a constraint learning method from
a two-step framework [16], [17].

B. Method

Our two-step PU learning method consists of the following
steps: (1) identifying reliable infeasible data (denoted as R) from
unlabeled set P, and (2) using supervised learning techniques to
learn a classifier from the feasible demonstrations D and reliable
infeasible dataset .

In step 1, the identification of R starts from the intuition that
data in the unlabeled set P that are very different from all data
in the demonstration set D are highly likely to be truly infeasi-
ble. We propose a kNN-like distance-based approach, which is
straightforward to comprehend and implement, to identify the
reliable infeasible set R. The unlabeled data are first ranked
according to their distance to the k nearest feasible data from
demonstration set.! Mathematically, the ranking score for each
unlabeled data 5 € P is calculated by the average distance:

Sp(s) = % >

FckNN(3,D)

dis (3,5") (2)

where kN N (5, D) indicates the k-nearest neighbors of s in the
set D, and dis(5, ') is a distance metric selected based on the
specific task. Then, the unlabeled data whose scores are higher
than a threshold d, are selected as reliable infeasible data:

R ={5€P|Sp(5) >d,} 3)

Intuitively d,. indicates user’s belief over the size of true infeasi-
ble region. A lower d,. tends to identify a larger R, leading to a
more conservative constraint network. Conversely, a higher d,
tends to find a smaller R and a more radical constraint function.

I'Since D contains consecutive data points from trajectories, it is recom-
mended to use a small £ around 1-3.
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In the extreme case of d,, = 0, nearly any state not visited by the
demonstrations is classified as infeasible. We admit selecting d,
can be tricky, but such a parameter is generally inevitable since
learning constraints is known to be an ill-posed problem with
infinite valid solutions [8].

In the case where all dimensions of 5 are homogeneous, i.e.,
having similar physical meanings and units, d, will share these
units and can be selected heuristically. For example, the first
case in our experimental section learns an obstacle-avoidance
constraint in a 3D position space and d,. roughly indicates how
far the demonstration is from the true obstacle.

While in some high-dimensional case where s contains het-
erogeneous dimensions, identifying R with distance-based met-
ric and determining the corresponding d,. are more tricky. We
propose to merge D and P, standardize each dimension of the
combined dataset to have zero mean and unit variance, and then
use the standardized data to compute the scores Sp(5). Based
on these scores, we select a percentile X and identify the top X
percent of the highest-scoring data in P as the reliable infeasible
data.

In practice, we also notice that when the demonstration closely
adheres to the true constraint boundary at a short distance, kNN-
like metric may fail to learn an accurate boundary, as the reliable
infeasible data are all at least d,. far from the demonstrations.
To adapt to this case, we expand R by adding the state from
each trajectory in P that is closest to the original R, since these
data are likely to lie between the current boundary and the true
boundary.

R+ RU (Uﬂ.epT arg( m)lg SR(3)> 4)
where Sz (5) is the score function sharing similar definition as
Sp(5) in (2) but with a different set R. Note that this expansion
is performed only once per iteration.

In step 2, we train aneural network binary classifier (y(5) from
the reliable infeasible data R, the memory buffer M (discussed
later in Section III-C) and the (feasible) demonstrations data D
with a standard cross entropy loss:

N M
E(g):_M;M 2} 1og<9(gi>_§§mlog<l—ce (5)

(&)

C. Iterative Learning Framework With Policy Filter and
Memory Buffer

Last subsection discussed learning constraint from a given
unlabeled set P and demonstrations D. This subsection and
the next will elaborate on the generation of unlabeled set P.
Existing methods generate P either in an iterative manner [4],
[8], [9] or in a one-batch manner [3], [7], [13]. The former
iteratively updates policy with current constraint function and
generates new trajectories to update the constraint. Since the
policy is always updated with respect to the up-to-date constraint
network, the new trajectories generated in each iteration are
mostly distributed around the boundary of the current constraint
network, which will improve the accuracy of the constraint
boundary. Therefore, this manner is efficient to learn the
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Fig. 2. The framework of the proposed constraint learning algorithm PUCL.
It alternates between updating policy using current constraint network, and
inferring constraint from demonstrations and current policy. The constraint is
inferred using a novel two-step positive-unlabeled learning technique. In the first
step, the trajectories P sampled from current policy are viewed as unlabeled
data, while the demonstrations are viewed as labeled feasible data. From the
two datasets we identify reliable infeasible data using a distance-based metric.
In the second step, the reliable infeasible data from current iteration and previous
iterations, as well as the feasible demonstrations, are used to train a constraint
network using a standard binary classification loss.

constraint boundary and can automatically adjust the distribution
of the generated trajectories. In contrast, the one-batch manner
generates a bulk of trajectories uniformly [3] or greedily [7] at
the start of training. The following training takes place only on
those trajectories, with no new data generated. This manner is
more stable but relatively inefficient and poses a higher demand
on the diversity and the coverage of the generated trajectories.

This work follows the iterative framework, and introduces a
policy filter and a memory buffer. Fig. 2 gives a sketch of the
whole iterative structure.

Policy filter: In each iteration of policy updating, the policy
is updated for fixed steps with the current constraint network
o (5). To prevent undesired updates from poor policies, a policy
filter (6) is introduced to select trajectories with a relatively
high reward than the demonstration, which are believed to truly
violate the unknown constraint according to Assumption 1.

Pr < {1 € P |1 = 6)r(rs) > r (7P} (6)

where § is a coefficient defined in Assumption 1, TZ»D is the
demonstration that starts from the same state as ;.

Memory buffer: Most iterative-framework-based papers gen-
erate new trajectories in each iteration and discard those from
previous iterations [4], [8], [9]. Such a training manner tends
to forget the infeasible region learned in early iterations. Thus,
we introduce a memory replay buffer and record all the reliable
infeasible data R identified in each iteration into the memory
buffer M. In the following iterations of learning constraints,
both the current R and memory buffer M serve as infeasible
data for training (see (5)).

D. Represent and Learn Policy Via Constrained RL or
Dynamical System Modulation

In the iterative framework discussed in the last subsection, we
need to maintain a policy to generate high-reward trajectories
while satisfying the currently learned constraints. We consider
and compare two policies: 1) constrained RL [18], which is
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effective at learning constrained policies in a high-dimensional
environment with complex reward function but suffers from a
slow and unstable training process, and 2) dynamical system
modulation (DSM) [19], which modulates the nominal policy by
multiplying a rotation matrix to avoid infeasible regions. Unlike
RL, the modulation requires no explicit training of the policy.
Thus, DSM minimizes training time and provides a formal guar-
antee that the policy will never violate the learned constraints.
However, DSM is applicable only for tasks where the control
command is the velocity of each state, e.g., controlling the
end-effector pose of a robot arm.

Constrained reinforcement learning: A networked policy
is trained with a modern constrained RL algorithm PID-
Lagrangian [18], which offers the advantage of automatically
and more stably adjusting the penalty weight. As shown in (7),
it reshapes the original reward by incorporating the constraint
as a penalty term into the original reward function to avoid
the infeasible states. Here, w,, is a penalty weight adjusted by
PID-Lagrangian updating rules [18], [20], [21], and ¢(s, a) is
the constraint indicator function. Using this reshaped 7/(s, a),
a constrained optimal policy can be straightforwardly learned
with the standard RL algorithm PPO [22].

r'(s,a) = r(s,a) — wpycy(s,a), where

co(s,a) = {0 if (o(5) > d (feasible)

= . _ . . (7
1if ¢p(3) < d (infeasible)

Dynamical system modulation: DSM first learns a nominal
unconstrained policy and later modulates nominal policy with
the constraint network. The nominal dynamical system policy is
represented as (8), where s, is the goal state and matrix A(s) is
a Gaussian Mixture Regression model learned from the known
reward function and preserves stability, following [23].2

m(s) = § = A(s)(s — sq) (8)

Given a learned constraint network (y(s) with state-only con-
straint, (9) produces a provably safe policy® 7(s) by multiplying
a rotation matrix M (s) constructed from (y(s) following [19].

m(s) = M(s)m,(s), where

M(s) = E(s)D(s)E~(s),
E(s) = [r(s),e1(s),e2(s),...en_1(s)],
n(s) = dglis),n(s) Lei(s) Lea(s) L...en_1(9)

D(s) = diag [A1(s), r2(8),A3(8). .., An(s)],
)\1(8) =1—-—=—
I'(s) =14 10 % (¢(s) — 0.5)%2 )

2In our experiment, for DSM baseline we directly set A(s) = T since the task
is reaching the destination in the shortest path, which is a straight line connecting
the current state and the goal state.

3The DS modulation theory guarantees that the modulated policy will never
violate the learned constraint. Additionally, if the true constraint is a star-shaped
obstacle and the nominal policy is linear, the modulated policy also remains
globally stable [19].
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Algorithm 1: Positive-Unlabeled Constraint Learning
(PUCL).

1: input: Demonstration set D, randomly initialized
constraint network (y, randomly initialized policy
network 74, empty memory buffer M = @&

2: repeat

3: % Learning policy

4:  Evaluate current policy 74 and adapt the penalty

weight w,, in (7) through PID-Lagrangian [18]

5:  Update the policy g with the current constraint

network (p using constrained RL or DSM

6: % Learning constraint with two-step PU learning

7:  Sample trajectory set PP, using the current policy

from the same starting points as each demonstration

8: Filter sampled set P, with (6):

9: Identify and expand reliable infeasible set R using (3)

and (4)

10:  Update the constraint (p with the demonstration D,
reliable infeasible set R and memory buffer M with
&)

11:  Save all data from R into the memory buffer M

12: until reach maximum iterations

where n(s) is the normal vector to the constraint boundary, e; (s)
are the corresponding tangent vectors, 7(s) is the vector towards
areference point inside the obstacle, A;(s) modifies the velocity
along different directions, and I'(s) specifies the relative distance
of current state s to the constraint boundary. Intuitively, for
any state s close to the constraint boundary, I'(s) approaches
1 and A1 (s) approaches 0, resulting in zero normal velocity and
preventing the agent from penetrating the obstacle.
The pseudocode of the proposed method is attached below.

IV. EXPERIMENT

A. Comparison of Constraint Learning Methods

To examine the performance of the proposed method, we
apply it to four simulated environments to learn a 2D posi-
tion constraint, a 3D position constraint, a 3D control input
constraint and a constraint of an 18D cheetah robot, respec-
tively. All codes are available at https://github.com/epfl-lasa/
PUCL_learning_constraint.

Baselines: Four constraint learning methods are compared
here, all using constrained RL as the policy: 1) PUCL (the
proposed method); 2) maximum-entropy constraint learning
(MECL) [8], a popular IRL-based method that can learn a
continuous arbitrary constraint function; 3) binary classifier
(BCO) [8], a method directly trains an NN feasibility classifier
using loss (5) but with all data from P as infeasible data;
4) generative-PUCL (GPUCL), an alternative PUCL approach
using a generative model to identify reliable infeasible data. It
first learns a Gaussian Mixture Model (GMM) of the expert
distribution, and then identifies reliable infeasible data as the
data from P with the lowest likelihood of being generated by
the GMM. GPUCL is also first formulated in this letter but we
do not discuss in detail due to its weaker performance.
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Fig. 3.  Sensitivity analysis of the distance threshold d,. on performance. The
left y-axis represents the unsafe rate (lower is better), and the right y-axis
represents the IoU (higher is better). The curve is averaged on 5 runs with
different random seeds.
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Fig.4. True constraint and constraint learned with the proposed method PUCL
and baseline MECL [8] in the 2D reaching task. The two white ellipses represent
the boundary of the true constraint. The heat map is a visualization of the
learned constraint (g, where the red region of ¢ = O represents infeasibility,
while the blue regions of ¢ =1 indicate feasibility. The trajectories of the
demonstrations and the policy are shown in green and yellow, respectively. The
red points correspond to identified reliable infeasible data R U M (only for
PUCL method).

Metrics: we present the evaluation utilizing two metrics: 1)
the IoU (the intersection over union) index, which measures
the correctness of the learned constraints. We uniformly sample
points in the state space, and compute IoU as (Number of points
which are both predicted to be infeasible and truly infeasible)
divided by (Number of points either predicted to be infeasible or
truly infeasible); the constraint models of all four methods use
0.5 as the decision threshold. 2) the unsafe rate, the per-step true
constraint violation rate of the policy learned from the learned
constraint.

2D/3D Position Constraints: We first study the two obstacle-
avoidance constraints of the end-effector of a robot arm, one in
2D position space and another in 3D position space. We defined
a goal-reaching task, where the agent is initialized randomly and
rewarded to reach a goal state while staying away from the un-
known obstacles. The state space consists of 2D/3D coordinates
of the end-effector and the control variables are its corresponding
2D/3D velocities, capped at 0.58 m/s. The reward functions in
both tasks are the negative of the Cartesian path distance to reach
the goal, a natural choice for a goal-reaching task. The constraint
networks in both tasks take only the state as input, i.e., 5 = s.

In the 2D reaching task, the true constraint involves an ir-
regular obstacle composed of two ellipses as shown in Fig. 4.
In the 3D reaching task, the true constraint is avoiding the tall
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TABLE I
LIST OF HYPER-PARAMETERS OF PUCL

2D task 3D task
Policy network 64, 64 64, 64
Value network 64, 64 64, 64
Constraint network 32,32 32, 32
Policy learning rate 3x107% | 3x 10~
Constraint learning rate 5x 1073 | 5x 1073
Distance metric Euclidean Euclidean
R distance threshold d,- 0.12 0.03
R identification k 1 1
sub-optimal coefficient & 0 0.03

cylinders. We stress that learning such constraints in our setting
is nontrivial and has not been well addressed by prior works.
Specifically, our setting does not assume prior knowledge of the
obstacles size, shape, or location, while relevant studies [13]
typically require a known parameterization of obstacles and
only infer a handful of parameters (e.g., height and radius of
cylinders). Furthermore, the studied constraints are nonlinear,
not just boxes or hyperplanes, which contrasts with previous
works that only learn a plain constraint of a single dimension
such as coordinate x > —3 [8], [9]. Finally, unlike [12], our
method does not require a differentiable environmental model.

The expert demonstration sets for 2D and 3D tasks consist
of 4 and 10 safe trajectories, respectively. All demonstrations
are generated by an entropy-regularized suboptimal RL agent,
trained assuming full knowledge of the true constraint.

A list of important hyper-parameters of our algorithm is given
in Table I. For the neural network architectures, the number of
hidden units in each layer is mentioned. The hidden activation
functions in all networks are Leaky ReLLU. The output activation
function of the constraint network is the sigmoid function,
whereas that of the policy and value network is tanh. Other
baselines all adopt identical network architecture.

The IoU index and the unsafe rate in the two tasks are
presented in Fig. 5. Each group of 10 runs uses the same
demonstrations and hyper-parameters, but differ in the initializa-
tion parameters for the networks. The proposed method PUCL
exhibits superior performance compared to the baseline across
both environments and metrics. It achieves a near-zero unsafe
rate at the convergence of the training in both environments
and outperforms baseline MECL. GPUCL adopts a similar
framework to PUCL but performs worse than PUCL, possibly
due to the difficulty of fitting a good expert distribution with a
very limited numbers of demonstrations.

To provide readers with an intuitive understanding, we in-
clude visualizations of the 2D constraint learned with PUCL
and MECL in Fig. 4. Comparing the learned constraints (red
region) with the true constraints (white ellipses) confirms the
effectiveness of our method in acquiring a model of a nonlinear
constraint. The baseline method MECL learns a less accurate
constraint, and even some states visited by the demonstrations
are classified as infeasible.

While our method is effective, it can have a relatively strong
dependency on the distance threshold d,.. To clearly illustrate
the impact of this hyperparameter on performance, we present
a sensitivity analysis by varying d,. in the 3D task (see Fig. 3).
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Fig. 5. The IoU index (higher is better) and unsafe rate (lower is better) in
three environments (top: 2D reaching, middle: 3D reaching, bottom: blocked half
cheetah). The x-axis indicates the training process, the number of timesteps the
agent takes in the environment. All the results are the average of 10 independent
runs, and the shaded area represents one standard deviation.

Control Input Constraint: To demonstrate our method’s abil-
ity to learn control input constraint, we modify the 3D reach-
ing task by imposing stricter maximum velocity constraints.
The original permitted velocities limits are |vg|, |vy], |vs| <
0.58 m/s. Imagine that when the human users demonstrate the
motion, they may expect the robot to move slower according
to their personal preference, e.g., a stricter velocity constraint
|vg] < 0.48 m/s, |v,| < 0.58 m/s, |v,| < 0.19 m/s. The agent is
tasked with inferring this user-specific velocity constraint from
demonstrations. Importantly, although the true constraints fol-
low a box form, the agent is not given any prior knowledge of
this structure; it cannot assume a box constraint and simply find
maximum values from the data. For simplicity, the obstacle-
avoidance constraint is assumed to be known in this task, and
only the velocity constraint is learned, thus 5 = a.

We collected 30 demonstrations from an expert RL agent
and applied PUCL and MECL to learn the velocity constraint.
For PUCL, we used the Euclidean distance with a threshold of
d, = 0.01. The results, averaged over 8 runs, showed that PUCL
achieved an IoU score of 0.87 £ 0.08, compared to 0.77 £ 0.26
for MECL. In terms of unsafe rate, PUCL achieves an unsafe
rate of only (3.47 £ 3.26)% compared to (28.1 +19.2)% for
MECL. Furthermore, the velocity distribution output by the
policy learned with PUCL is shown in Fig. 6, demonstrating
that almost all data points fall within the true safe range.

Constraint in high-dimensional space: The previous tasks
extracts constraints only from 2D/3D spaces. To showcase our
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Fig. 6.  Velocity distribution of the policy learned with PUCL (Left: v, Right:

v). The horizontal axis represents the velocity, and the red line represents the
true constraint threshold.

TABLE II
COMPARISON OF TWO POLICY REPRESENTATION AND LEARNING METHODS

Methods CRL-PUCL DSM-PUCL
TIoU 0.46 £+ 0.09 0.42 £0.01
Recall rate (94.2 £ 4.5)% (99.9+0.1) %
Precision (476 £10.0)% (421+£1.3) %

Unsafe rate
Training time (min)

(0.47 £0.82)%
134+ 1.7

(0.15 £0.56)%
I7L04

method extends to high-dimensional, heterogeneous state space,
we apply it to an 18D blocked half cheetah environment intro-
duced by baseline papers [8], [9]. The agent controls a cheetah
robot with two legs by applying torques on each joint motors.
The reward is determined by the distance it walks between the
current and the previous time step. The constraint blocks the
region with x-coordinate < —3, so the robot is only allowed to
move in the region with x-coordinate between —3 and oco. The
input to the constraint network is 18-dimensional state space,
including positional and angular values of different body parts
of the cheetah, followed by their velocities, making constraint
extraction challenging due to this high-dimensional space.

We collected 30 demonstrations and run PUCL to learn
constraint. Since each dimension of the state space represents
distinct physical properties and scales, we identify the reliable
infeasible data based on the standardized dataset as discussed
in Section III-B. Euclidean distance is used as the distance
measure* with a threshold® d,. = 2.6. The learning performance
is presented in Fig. 5, where PUCL achieves the highest IoU
metrics and the second best unsafe rate. This confirms the
ability of PUCL for learning constraints in high-dimensional
state spaces.

B. Comparison of Policy Representation and Learning
Methods

As introduced in Section III-D, we studied two policy repre-
sentation and learning approaches, namely constrained RL and
DSM. We test the two variants with PUCL as the constraint
learning method in the 3D reaching task. The two frameworks
are named CRL-PUCL and DSM-PUCL, respectively, and the
results of comparison are presented in Table I1.° Training was
conducted on a PC with a 12th Intel i9-12900K x 24 and an

4We also tested Manhattan distance and Chebyshev distance. Both achieves
similar performance with appropriately selected distance thresholds.

3This value is tuned following the discussion in III-B for heterogeneous cases:
we first collect P using an unconstrained policy and compute the score Sp(5)
of each state from PP. We hypothesis that around 80% of states in P are reliable
infeasible data, and this corresponds to a threshold of 2.6.

The recall rate is computed as (True infeasible)/(True infeasible + False
feasible), and precision is (True infeasible)/(True infeasible + False infeasible)
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NVIDIA GeForce RTX 3070. All results are the average of 15
independent runs.

DSM-PUCL and CRL-PUCL achieve similar classification
performance in IoU, recall rate and precision, and DSM-PUCL
generally exhibits lower variance. For the learned policy, while
both methods have an unsafe rate below 1%, the rate of DSM-
PUCL is slightly lower than CRL-PUCL. This is because
DSM-PUCL modulates the policy in a principled way and
features a safety guarantee [19]. DSM-PUCL also requires less
training time than CRL-PUCL. Based on these comparisons,
we conclude that both methods are effective for learning con-
straints. For robotic tasks where the control variable is the
velocity/acceleration of each state dimension, DSM may be
more favourable than CRL in terms of training time and policy
performance, while CRL is more suitable for more general task
with more complex environment dynamics and rewards.

C. Constraint Transfer to Variant of the Same Task

One remarkable advantage of learning constraint is that the
learned constraint can be transferred to relevant task with the
same constraint but potentially different goals and rewards. To
demonstrate this, we consider the task of robot avoiding four
cups forming two sets of complex shapes (see Fig. 1). We
collected demonstrations using DSM and applied DSM-PUCL
to learn this constraint. Then the learned constraint network is
transferred to a variant task with a set of shifted goal states and
starting points. The new nominal policy heading to new target
is directly modulated with the transferred constraint with DSM.
The modulated policy also avoids these cups despite the change
of task configuration.

V. CONCLUSIONS AND LIMITATIONS

This letter proposed a two-step Positive-Unlabeled Constraint
Learning method to infer an arbitrary, potentially nonlinear,
constraint function from demonstration. The proposed method
treats the demonstration as positive data and the higher-reward
policy as unlabeled data. It uncovers the infeasible states by
first identifying reliable infeasible data using a distance metric,
and training a feasibility classifier with the identified data. The
benefits of the proposed method were demonstrated by learning
a 2D and 3D position constraint, a 3D velocity constraint and
a constraint in high-dimensional environment, using either a
constrained RL policy or a DSM policy. It managed to recover
the constraints and outperformed other baseline methods in
terms of accuracy and safety.

Although the proposed method is effective, its performance
depends on the choice of an appropriate distance threshold and
the specific distance metric. In the future, we aim to address
this limitation by exploring methods to jointly learn a distance
representation that can automatically adapt to various tasks.
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